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SQL Server 2008 High-Availability Features
Objectives

In this lab, you will familiarize your self with the new and improved  features in SQL Server that enhance availability.
After completing this lab, you will be able to: 
· Create Database Snapshots 
· Work with Mirrored Backups
· Use Online Index Operations
Exercise 0: 
Lab Setup 
· From the Session Menu on the login screen, choose the Windows XP.NET session
· Enter the username and password you were given (not your UTS username/password)

· Your VMware image will start up automatically. If it does not, run the command vmware from a terminal window

Exercise 1:
Create a database snapshot 

Note

SQL Server does not support database snapshots for FILESTREAM filegroups.
When you are using FILESTREAM, you can create database snapshots of standard (non-FILESTREAM) filegroups. The FILESTREAM filegroups are marked as offline for those database snapshots.

From SQL Server Books online Feb 2009
http://msdn.microsoft.com/en-us/library/bb895334.aspx 

In this exercise you will create a snapshot of the AdventureWorks database, run a nasty UPDATE statement, and revert to the snapshot.

· In SQL Server Management Studio Object Explorer, right-click AdventureWorks and click New Query
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Figure: Create a new query to create the snapshot in SQL Server Management Studio Object Explorer 
· Enter the following query into the window (note: you may have to create C:\data before running the query, otherwise you may get an error)
CREATE DATABASE AdventureWorks_dbss1800 ON

( NAME = AdventureWorks2008_Data, FILENAME = 

'C:\data\AdventureWorks_data_1800.ss' )

AS SNAPSHOT OF AdventureWorks;

GO
If you are getting an error like

Msg 5014, Level 16, State 3, Line 1

The file 'AdventureWorks2008_Data' does not exist in database 'AdventureWorks'.

Your Data file name is different than 'AdventureWorks2008_Data'. See the following screen on how to get your data file name
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Figure: Go to Database | Properties | Files, to see the actual filenames
A snapshot of the database has now been created. Refresh the view to see it. 
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· Navigate to the new Snapshot AdventureWorks_data_1800. Try editing some data in one of the tables using Right-click->Open Table. Notice how you get an error because the snapshot is read-only.
The steps below work in SQL 2005 to restore the database from a snapshot. The SQL 2008 documentation is the same, but there is an issue with the Filestream type, as noted before.

· Enter this “accidental” query into a new query window within the Adventureworks database and run it (you may need connect to the SQL Server using Query->Connection->Connect…):
UPDATE Production.Product

SET ListPrice = 1000

· Do a SELECT * from Production.Product table to see that now the price of every product is $1000. This is bad! I forgot to include a WHERE clause before, to limit the records that got updated. 
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Figure: Bad news: I’ve just updated every record in the table

· Enter the following SQL to revert back from the snapshot you created (you may need to take the AdventureWorks database offline first – right-click the database in Object Explorer->Tasks->Take Offline, or worst case, restart the SQL Server service):
USE master

GO

RESTORE DATABASE AdventureWorks FROM DATABASE_SNAPSHOT = 'AdventureWorks_dbss1800'
· Run another SELECT query on the Production.Product table. The old values are back in place.
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Figure: Graceful recovery from an accidental update – thanks to database snapshots
Exercise 2:
Working with Mirrored Backups

In this exercise you will create a Mirrored Backup of the AdventureWorks database, run a nasty UPDATE statement, damage one of the backup mirrors, and then restore the database. 
· In SQL Server Management Studio Object Explorer, right-click AdventureWorks and click New Query
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Figure: Create a new query to create the Mirrored Backup

· Create these folders on your system:
C:\data
C:\data\Mirror1
C:\data\Mirror2
· Enter the following query into the window
--backup the database

BACKUP DATABASE AdventureWorks

TO DISK = 'C:\Data\Mirror1\MediaFamily1.bak', Disk = 'C:\Data\Mirror1\MediaFamily2.bak'

MIRROR TO Disk = 'C:\Data\Mirror2\MediaFamily1.bak', DISK = 'C:\Data\Mirror2\MediaFamily2.bak'

WITH

    FORMAT,

    MEDIANAME = 'AdventureWorks_MediaSet1'

--backup the transaction log

BACKUP LOG AdventureWorks

TO DISK = 'C:\Data\Mirror1\MediaFamily1_log.bak', Disk = 'C:\Data\Mirror1\MediaFamily2_log.bak'

MIRROR TO Disk = 'C:\Data\Mirror2\MediaFamily1_log.bak', DISK = 'C:\Data\Mirror2\MediaFamily2_log.bak'

WITH

    FORMAT,

    MEDIANAME = 'AdventureWorks_MediaSet1'

(You may receive an error message- Msg 4208, Level 16, State 1, Line 10

The statement BACKUP LOG is not allowed while the recovery model is SIMPLE. Use BACKUP DATABASE or change the recovery model using ALTER DATABASE.

Msg 3013, Level 16, State 1, Line 10

BACKUP LOG is terminating abnormally.)

Then execute this statement

USE [master]

GO

ALTER DATABASE [Adventureworks] SET RECOVERY FULL WITH NO_WAIT

GO


A mirrored backup has now been created with 2 mirrors.
· Run the following disastrous code to modify some data in AdventureWorks:


--this code sets all product list prices to 1000 dollars!
USE AdventureWorks

GO
UPDATE Production.Product SET ListPrice=1000 
· To make things worse, delete ‘C:\Data\Mirror1\MediaFamily1.bak’
You have just deleted part of the first Mirrored Backup.
Now lets try restoring the backup.

· Run the following restore script:
-- Restore database from mirrored set
USE Master

GO

RESTORE DATABASE AdventureWorks

     FROM DISK='C:\Data\Mirror1\MediaFamily1.bak', DISK='C:\Data\Mirror1\MediaFamily2.bak'
(You may receive an error - Msg 5094, Level 16, State 2, Line 1

The operation cannot be performed on a database with database snapshots or active DBCC replicas.

Msg 3013, Level 16, State 1, Line 1

RESTORE DATABASE is terminating abnormally.

To resolve this: Simply drop the Snapshot.)
You will get an error message saying that the MediaFamily1.bak could not be found (or was damaged)

· To resolve this problem with the first media family, we can just restore the same media family from the second mirror:

-- Restore database from a mixture of each mirrored set
USE Master

GO

RESTORE DATABASE AdventureWorks

     FROM DISK='C:\Data\Mirror2\MediaFamily1.bak', DISK='C:\Data\Mirror1\MediaFamily2.bak'
If you get this error message, SQL Server warns you about modifications after your last backup. In our case we just want to do a backup, so we replace the existing db
Msg 3159, Level 16, State 1, Line 1

The tail of the log for the database "AdventureWorks" has not been backed up. Use BACKUP LOG WITH NORECOVERY to backup the log if it contains work you do not want to lose. Use the WITH REPLACE or WITH STOPAT clause of the RESTORE statement to just overwrite the contents of the log.

Msg 3013, Level 16, State 1, Line 1

RESTORE DATABASE is terminating abnormally.
· Let’s do a backup with replacing the current database

USE Master

GO

RESTORE DATABASE AdventureWorks

     FROM DISK='C:\Data\Mirror2\MediaFamily1.bak', DISK='C:\Data\Mirror2\MediaFamily2.bak'

 WITH REPLACE

· Check that all our data is now recovered:

-- Restore database from a mixture of each mirrored set
USE AdventureWorks
GO

SELECT Name, ListPrice from Production.Product

ORDER BY 2 DESC
Exercise 3: 
Online Index Operations

In this exercise you will see how Online Index Operations allow you to access table data while you are creating an index on that table.

· In the Management Studio Object Explorer, locate the SalesOrderDetail table in the AdventureWorks Database, and select ‘Design’ in the right-click context menu.
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Figure: Modify the SalesOrderDetail table

· Remove the primary key by right clicking on the first row and selecting ‘Remove Primary Key’:
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Figure: Remove the existing Primary Key

· Then save the table changes by choosing File->Save Sales Order Detail, or press Ctrl+S
· In SQL Server Management Studio Object Explorer, right-click AdventureWorks and click New Query:
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Figure: Create a new query to create the Clustered Index
· Enter the following query into the window:
--make sure we are using the AdventureWorks Database

Use AdventureWorks

GO

--drop the index first if it already exists


DROP INDEX BigClusteredIndex


ON Sales.SalesOrderDetail

WITH (ONLINE = OFF)

-- create the big clustered index

CREATE CLUSTERED INDEX BigClusteredIndex


ON Sales.SalesOrderDetail

(ProductID ASC, OrderQty ASC, UnitPrice ASC, LineTotal ASC, SalesOrderID ASC, CarrierTrackingNumber ASC, ModifiedDate ASC, UnitPriceDiscount ASC)

WITH (ONLINE = OFF)

GO
This query will take several seconds to complete, and in that time we cannot query the underlying SalesOrderDetail table.


· In a New Query window, try running this simple select query immediately after starting the Offline Index Operation, to see that the table is temporarily unavailable:

USE AdventureWorks
GO

SELECT * FROM Sales.SalesOrderDetail
WHERE LineTotal > 20000
ORDER BY LineTotal DESC
GO

If you have a fast system, you might want to try the two queries mentioned above a few times to get your timing right.

· You can use the following commands to clear the buffer and procedure cache. Doing this before running queries will give you a clearer idea of the real execution time.

DBCC DROPCLEANBUFFERS
DBCC FREEPROCCACHE


· Try re-running the create index and select statements from above, but this time change the 

WITH (ONLINE = OFF) 

statement to:

 WITH (ONLINE = ON)

You will see that even after the create index statement has started, you can now run select queries without delay.


